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ABSTRACT

Image reconstruction is the manipulation of digitized information obtained during
body imaging into interpretable pictures that represent anatomical details and
diseases. It is a vital step in producing visual results from a Computed Tomography
(CT), Magnetic Resonance Image (MRI) etc. scanning devices. In all modalities (CT,
MRI etc.) the data is acquired in form of slices or projections. In simple terms, the
process of putting the projections together in a two-dimensional (2D) or three
dimensional (3D) scans can be called image reconstruction. Back projection and
forward projections are two commonly used operations in the image reconstruction
pipeline. and since the image reconstruction algorithms can be compute intensive,
there is desire to fasten the processing time for it, to get the final scan faster. The
scans are what a medical professional such as a radiologist use to provide diagnosis
to a patient, hence faster access to scan can result in more timely diagnosis. With
the goal to reduce the processing time for image reconstruction pipeline, the authors
worked to analyse and optimize representative back projection and forward
projection algorithms. This document provides details on the various optimization
and code migration work that was done to achieve targeted performance metrics
using a hardware vendor neutral programming language.

Forward projection; Medical imaging; Image

Keywords: Back projection;

reconstruction; Unified programming.

INTRODUCTION

Image reconstruction is the manipulation of digitized information obtained during
body imaging into interpretable pictures that represent anatomical details and
diseases. It is one the compute intensive application in the image generation
process of a medical image pipeline, that heavily uses matrix multiplications. Most
modalities including CT, MRI, X-Ray, Ultrasound use image reconstruction algorithm
in some form or another, however for this paper the authors focus was on image

reconstruction algorithms for CT modality.
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Images are reconstructed from approximately 1000 such projections acquired as the X-ray tube rotates through 360 degrees
around the patient [1. As mentioned in the image reconstruction techniques article, image reconstruction process impacts
image quality and subsequently radiation dose [2]- So, it’s critical that efficient and optimized image reconstruction algorithms

be used to produce acceptable image quality with reduced radiation dose.

MATERIALS AND METHODS

Back Projection (BPJ) and Forward Projection (FPJ)

An algorithm is a step-by-step mathematical procedure implemented on a computer. In most cases one the two types of
algorithms are used for reconstructing a medical image. The first type of algorithm used is analytical algorithms. Here filtered
back projection is the most common algorithm. The second type of algorithm used is Iterative algorithm. Iterative
reconstruction is becoming popular, since it's easy to model and handle projection noise as well as it's easy to model the

imaging physics 1Bl

Analytic reconstruction algorithms, for example the filtered back projection algorithm, are efficient and elegant, but they are
unable to handle complicated factors such as scatter. Iterative reconstruction algorithms on the other hand are more
versatile but less efficient. Efficient (i.e., fast) iterative algorithms are currently under development. With rapid increases
being made in computer speed and memory, iterative reconstruction algorithms will be used in more and more applications

and will enable more quantitative reconstructions 41,

The FPJ and BPJ are a key pair in above mentioned medical image reconstruction algorithms. The forward projection is a
mathematical model of the physical data acquisition process in CT and tom synthesis and the back projection is the

corresponding reverse model.

The FPJ algorithm is used in iterative reconstruction and provides insight into how projection is acquired in CT imaging. FPJ
process is an additive operation, where values in each pixel along a specified ray direction is added up. In short, forward

projection is the process of adding up all of the pixel values along the measured direction 5!

BPJ is an operation that essentially does the opposite of forward projection. Since the forward projection operation maps
the image into the detector space the back projection operation maps from detector back to the image. In short, back
projection is used to convert the data from the detector (projection space) to the image space. For the code/algorithm
optimization work done by the authors, for back projection the work was limited to circular Feld Kamp (FK) method which is

a well-established industry standard for conventional CT back projection [6!-

Similarly, for forward projection work was limited to ray-drive approach with 3D interpolation. In both cases, a distance-
driven method also exists as well as other ray-driven methods for determining the contribution (Siddons, Nearest-neighbor,
etc.). However, even though distance-driven methods have many advantages, they are difficult to optimize due to
conditionals, branching and indeterminate loop size and hence was not used in this study. The source code/algorithm
(compiled in C++) that was optimized by the authors, covered in next section, was provided by Canon Medical Research for
forward projection and backward projection separately, with target performance metric for each. Authors didn’t find publicly
available source code for other FPJ and BPJ algorithms that they could use for comparative study, hence only no algorithm
comparison has been added. In the rest of the sections, authors will cover details on forward projection and backward
projection code migration from C/C++ to Data Parallel C++ (DPC++) and optimization (specifically memory optimizations) of

the migrated codes on a selected discrete Graphics Processor Unit (GPU).
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RESULTS AND DISCUSSION

Image reconstruction code migration and optimizations

As mentioned, the goal for the authors was to optimize the BPJ and FPJ codes to meet performance metrics that would make
the overall imaging pipeline efficient and faster. One the primary steps to this optimization was to migrate the original C/C++
and CUDA dependency code to unified cross-architecture programming language (Data Parallel C++ (DPC++/DPCPP)) using
the one Application Programming Interface (API) industry specification, that would allow the code to hardware vendor neutral
and portable across a CPU and GPU [7]-
To better understand how the code migration and optimization work was done, the authors would like to cover following
fundamental topics that are critical to acknowledge before diving into optimization details.

e DPC++ software design

e Running CPU codes on GPU

e GPU performance tuning

Data Parallel C++ (DPC++) software design

Data Parallel C++ (DPC++) is a new direct programming language of one API, an industry initiative to simplify and unify
programming across different computing architectures, like CPU, GPU, FPGAs etc. DPC++ based on industry standard C++,
incorporates SYCL specification 1.2.1 from the Khronos Group, and includes language extensions developed using an open
community process. Purposely designed as an open, cross-industry alternative to single-architecture, proprietary languages,
DPC++ enables developers to easily port their code across CPUs, GPUs and FPGAs, and also tune performance for a specific

accelerator. Figure 1 shows you a simple example of DPC++ code.

Figure 1. A simple DPC++ code example

void VectorAdd (sycl::queue &g, const IntArray &a, const IntArray &b,
IntArray &sum)

{

sycl::range num items {a.size()}:
sycl::buffer a buf (a):

sycl::buffer b buf (b);

sycl::buffer sum buf (sum.data(), num items);

auto e = q.submit([&] (auto &h) {
sycl::accessor a acc(a buf, h, sycl::read only);
sycl::accessor b acc(b buf, h, sycl::read only):
sycl::accessor sum acc(sum buf, h, sycl::write only,
sycl::noinit);

h.parallel for(num items, [=](auto i) {
sum acc[i] = a acc[i] + b _acc[i]:

b
}):
q.wait():
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Queues connect a host program to a single device [8- Figure 2 shows the way queues can be submitted for a device in DPC++

Figure 2. Queues in DPC++ .

1. Use GPU:
sycl::queue g{sycl::gpu_selector{}};

2.Use CPU:
sycl::queue g{sycl::cpu selector{}};

3.Use default:
sycl::queue g{sycl::default selector{}};

Kernel in simplistic terms is a large block of code which keeps the system up and running from boot-up to shut down.

As explained in the Data Parallel C++ book, kernels have emerged in recent years as a powerful means to expressing data
parallelism. Portability across variety of devices and programmer productivity are the main goals of kernel-based approach.
Hence, kernels are not hard coded to work with specific hardware configuration. Instead, kernels are written in terms of
abstract concept that an implementation can then map to the hardware parallelism available on a specific target device (8!
Kernels can be invoked as a) single task b) basic parallel kernel c) hierarchical kernel and d) neutral density-range kernel (N
dimensional). Figures 3-5 show examples of one-dimension, two-dimension and three-dimension kernels, that will help to

understand kernel optimization step in the back projection and forward projection case study in the next section.

Figure 3. Example of one-dimension kernel.

1. Codes run on CPU:
for (int 1 = 0; i < x; ++i) {
var[i] = i;

2.Codes run on GPU:
h.parallel for(sycl::range<l>(x), [=](auto 1) {
var[i] = i;

}) s

Figure 4. Example of two-dimension kernel.

1. Codes run on CPU:
for (int i = 0; i < x; ++i) {
for (int j = 0; j < y; ++3) {
var[i][]] i+ 3;

n o~

}
}

2. Codes run on GPU:
h.parallel_for(sycl: :range<2>(x, y), [=](auto it) {
auto i = it[0];
auto j = it[1l]:;

var[i][j] =1 + J;
b
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Figure 5. Example of three-dimension kernel.

1.Codes run on CPU:
for (int i =0; i <x; ++i) {
for (int j =0; j <y; ++j) {
for (int k =0; k < z; ++k) {
var[i][j]1[k] =1 + J + k;

2.Codes run on GPU:
h.parallel_for(sycl::range<3>(x, ¥, z), [=](auto it) {

auto 1 = it[0];
auto j = it[1];
auto k = it[2];

var[il[jl[k] =1+ j + k;
R

The last topic to understand in DPC++ software design is memory management. There are three abstractions for memory
management in DPC++. a) Unified Shared Memory (USM) b) Buffer and c) Images. USM is a pointer-based approach and

similar to what C/C++ programming uses.

USM provides easy porting from C/C++. Devices that support USM support a unified virtual address space. Having a unified
virtual address space means that any pointer value returned by a USM allocation routine on the host will be a valid pointer
value on the device. When system contains both host memory and some number of devices attached local memories, USM
creates three different types of allocations: Device, host and shared. Table 1 shows the characteristics of each of these

three allocation types [9}

Table 1. Memory accessibility using USM.

Memory Type Accessible on host Accessible on device Location
Host Yes Yes Host
Device No Yes Device
Shared Yes Yes Uncertain

With the understanding of USM, next thing to comprehend is how data gets copied between host and device and once that

is done how it is synchronized. Figures 6-7, respectively provide examples of doing that.
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Figure 6. Example: Copy data between host and device.

1. Copy from Host to Device:
Q.submit([&] (sycl::handler& h) {
h.memcpy (device mem, host mem, size);
by

2. Copy from Device to Host:
Q.submit([&] (sycl::handler& h) {
h.memcpy (host mem, device mem, size);
by

Figure 7. Example: Synchronize data between host and device A screenshot of a computer code.

1l.Wait all the ewvents:
g.wait();

2_Wait single event:
auto e = Q.submit([&] (sycl: :handler& h) {

)
e.wait()

It's worth mentioning that DPC++ is implemented using System-wide Computer Language (SYCL). SYCL uses modern C++
and is a well-tested programming language that enables generic programming. SYCL is layered over OpenCL and both
SYCL and OpenCL enables vendor neutral programming. Details on SYCL implementation can be found on Khronos Blog
on SYCL [10}-

Running Central Processing Unit (CPU) Codes on Graphics Processing Unit (GPU)
The back projection and forward projection codes used in the optimization work were first migrated to DPC++, run on
CPU and then run-on GPUs, before optimization. This supplied a common unified code base that was hardware neutral.

Hence understanding how to run CPU codes on GPU, is important. The first stepping to running CPU codes on GPU is to

define a way to verify the result:

e In most case, float is used to do the calculation which will lead to the loss of precision. This demands a need to

define a way to verify the result and make sure the result is correct.

o After reworking the CPU codes to GPU codes, verification need to happen to make sure the change is valid.

e During the performance tuning, some invalid accessing may cause high performance as the GPU sometimes
drop the operation instead of throwing an error. So, it’s important to check the result first before using the tuning

parameter.

The second step is to rework the CPU codes. Move hotspot codes into loop(s). As Data Parallel C++Compiler Parallel
Programming (DPCPP) can support maximum 3-Dimension kernel, code can support maximum 3 level nested loops.

For better memory performance, programmer can put the loop that accesses the continuous memory to most inside.
Making sure the loop body is parallelable [12-141-

Example of an un-parallelable behavior
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e res +=val;

To resolve such issue, one way is to create an array for the kernel and then do the post processing.

parallel start]

arr[i] = val;

parallel end]

for (int 1 =0; I < x; ++1) {
res += arr[i];

}

And the last step is to convert CPU codes to GPU kernels. Example converting the loop to the DPCPP kernel

q.parallel for(range<3>(x, y, z), [=](auto it){
auto 1 = it[e];
auto j = it[1];
auto k = it[2];
[kernel body]
13

GPU performance tuning

The GPU performance tuning could be done using following three steps.

Tune the kernel size: Offload some iterators outside the kernel. This can help to force to sync the kernel and then change

the cache usage.

Example:

h.parallel for(range<3>(x, y, z), [=](auto it) {});

for (int1=0; 1 <x; 14=N) {
q.parallel for(range<3>(x / N, vy, z), [=](auto it) {});
q.wait();

}

There will be a force sync every x* y* z / N iterator.
Offload some iterator inside the kernel: This changes the execution order of each work item from parallel to in sequence

and then change the cache usage.

Example:
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g.parallel for(range<3>(x, y, z), [=
g.parallel for(range<3>(x, y, z / N)
for (int k = @; k < N; ++i) {}

1)s

uto it) {});

I1(a
» [=](auto it) {

Tune the workgroup size: Changing the workgroup size can change the execution order of each work item inside the

kernel and then change the cache usage.

Example:

q.parallel for(range<3>(x, y, z), [=](auto it) {});
range<3> total range(x, y, z);

range<3> workgroup range(x’, y’, z’);

nd_range<3> kenel range(total range, workgroup range)

g.parallel for(kernel range, [=](auto it) {});

Use Intel® VTune profiler: Collect the VTune profiling data with below command.

Collect the VTune profiling data with below command:
vtune -c gpu-hotspots -r <output folder> <your command>

Case study: BPJ and FPJ code migration and optimizations.

BPJ and FPJ description has already been provided in previous section, in this section the authors will start with defining
the parameters, associating it with GPU architecture and then diving into optimization details 11 Few parameter
definitions based on Figure 8 of a cone beam back projection geometry.

Figure 8. Cone beam back projection geometry A picture containing projection geometry.

Final of It it
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Note: View=view (Angels between source and Y axis) Range from 0 to 899; ch(annels): Column in the project plane;
Seg(ments): Row in the project plane; Slice: Image slice range from 0 to 319; Row: Row of the pixel in the image slice
range from 0 to 511; Pixel: Column of the pixel in the row range from 0 to 511.

Based on those parameter definitions a two-dimensional project plane for a sample CT dataset provided by Canon
Medical will look as shown in Figure 9.

Figure 9. Projection plane in two dimensions.

Associating the project plane to memory layout was an important to initiate optimization of the algorithms. Figure 10
shows mapping of project plane to memory layout.

Figure 10. Project plane memory layout.

Note: View=view (input params); Seg: Ch is decided by view/row/pixel/slice. For the same view/row/pixel, seg has linear

relationship to the slice; Ch: Ch is decided by view/row/pixel. Ch has non-linear relationship to the view/row/ pixel.

The volumetric visualization of the same sample dataset that is shown in project plane above (Figure 11).
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Figure 11. Volume data A 2 dimensional image of person’s head.

Similar to memory layout for project plane, a volume memory layout (Figure 12). The image before and after the

algorithm were same as shown in Figure 11 and were checked for accuracy.

Figure 12. Volume Memory layout.

Row

Note: Row=Row (input params); Pixel: Pixel=Pixel (input params); Slice: Slice =Slice (input params)

BPJ optimizations

This section covers details on optimization of BPJ algorithm and for the rest of this section will focus on various limiting
identification and resulting optimizations that were performed on iterative kernel versions to achieve final performant

results.
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BPJ - Kernel v.1

for (uint32 t view = @; view < nView; ++view) {
range krange{nRow, nPixel, nSlice};
q.parallel for<class main loop>(krange, [=](auto it) {
uint32 t row = it[e];
uint32 t pixel = it[1];
uint32 t slice = it[2];

[kernel body]
1

VTune result analysis of Kernel v.1
e Focused on the main loop kernel which consumes most of the time.
e Big CPUstall: 78.4% * 1.7s
This shows the kernel is memory bound.
e Huge data transaction between the L3$ (L3 cache) and the internal memory.
memory > L3$: 132.6GB/s * 1.7s = 225.42GB
L3$ > memory: 129.7GB/s * 1.7s = 220.49GB

BPJ- Kernel v.2
To figure out if the data transaction is due to accessing the input memory or the output memory, input data was moved

to the Shared Local Memory (SLM) and profiled again.

VTune result analysis of Kernel v.2
e After moving input data to SLM, significant data transaction between the L3$ and the internal memory.
memory > L3$: 138.0GB/s * 1.62s = 223.56GB
L3%$ = memory: 135.6GB/s * 1.62s = 219.67GB

e The memory transaction was due to the below instruction

FrameBuffRow[slice] += (VA + ((vB - vA) * seg_frac)) * InScale * weight;
This instruction read 4 bytes from the memory, updated it and wrote it back to the memory.
Estimate data size: nView * nRow * nPixel * nSlice * 4 = ~300GB
e For same row/pixel/slice, different view modified the same memory location. The result for each view was
saved in the internal memory which caused the huge memory transaction. The conclusion was if this could be

moved to the SLM or General Purpose Registers (GRF), it could save lots of memory bandwidth.

GRCS| Volume 15 | Issue 3 |September, 2024 25



Journal of Global Research in Computer Sciences

BPJ - Kernel v.3

Saving the temporary results in the SLM or GRF

range krange{nRow, nPixel, nSlice};

q.parallel for<class main_loop>(krange, [=](auto it) {
uint32 t row = it[e];
uint32 t pixel = it[1];
uint32 t slice = it[2];
float tmp;
for (uint32 t view = 8; view < nView; ++view) {

[kernel body and save temporary result to tmp]

}

[Save tmp to local memory];

VTune result analysis of Kernel v.3

Data transaction from L3$ to local memory was greatly reduced.

Data transaction from local memory to L3$ was still high.

After moving input data to SLM, the data transaction reduced a lot so the data transaction from local memory to

L3$ was due to accessing the input memory.

Checking the layout of the input memory, when the view parameter was changed, the view/ch/seg were also
changed, which meant each iterator in the view loop was causing a L3$ refill and then only 4 bytes were read.

This caused a great waste of the L3$.

This called to find a kernel that could better utilize the L3$.

BPJ- Kernel v.4

The seg has linear relationship to the slice if view/row/pixel was fixed. To restructure the input data from

data[view][seg][ch] to data[view][ch][seg], accessing the continuous memory from data[view][ch][seg1] to

data[view][ch][seg2] was done. Figure 13 shows pictorial representation of this restructuring.

Figure 13. Restructuring of the input data.

=
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g q.parallel for(range{nview, nSeg, nCh}, [=](auto it) {
uint32 t view = it[e];
uint32 t seg = it[1];
uint32 t ch = it[2];

uint32 t isrc = view * nChSeg + seg * nch + ch;
uint32 t idst = view * nChSeg + ch * nSeg + seg;

in sino dev[idst] = in sino[isrc];

E

BPJ- Kernel v.5

After restructure, some slice iterators could be moved into the work item so that the work item could access the
continuous memory and utilize the L3$ better.

range k range{nRow, nPixel, nSlice / BLOCK SLICE};
g.parallel for<class main_loop>(k range, [=](auto it) {
uint32_t row = it[e];
uint32 t pixel = it[1];
uint32 t slice = it[2];
float tmp[BLOCK SLICE];
for (uint32 t view = @; view < nview; ++view) {
for (uint32 t i slice = @; i slice < BLOCK SLICE; ++i slice) {
uint32 t slice = i slice + slice * BLOCK SLICE;
[kernel body and save temporary result to tmp[i slice]

¥
¥

[Save tmp array to local memory];

1)

e How to choose BLOCK_SLICE
If the BLOCK_SLICE is too small, the L3$ cannot be fully utilized.
If the BLOCK_SLICE is too big, the work item size becomes bigger which was bad for parallel. The usage of SLM

or GRF was also increased.

e To compare the effect from BLOCK_SLICE, 3 cases are profiled
casel: BLOCK_SLICE =8
case2: BLOCK_SLICE = 16
case3: BLOCK_SLICE = 32

VTune result analysis of Kernel v.5

e When the BLOCK_SLICE was increased, the GPU idle increased which meant the GPU utilization rate was
decreased.

¢ When the BLOCK_SLICE was increased, the number of memory transaction was decreased.
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BPJ- Kernel v.6
With the addition of 5 parameters according to the performance tuning characteristics, the kernel looked like following.

for (int row = @; row < nRow; row += BLOCK ROW) {

range g range{nPixel * BLOCK ROW / BLOCK PIXEL, nSlice / BLOCK SLICE, BLOCK VIEW};
range 1 range{LX, LY, BLOCK VIEW};
nd_range<3> k range{g range, 1 range};
q.parallel for<class main loop>(k range, [=](auto it) {

for (uint32_t view = @; view < nView; view += BLOCK VIEW) {

for (uint32 t pixel = @; pixel < BLOCK PIXEL; ++pixel) {
for (uint32_t slice = @; slice < BLOCK SLICE; ++slice) {
[Loop body]

}

1);
}

To tune the parameter for BPJ kernel v.6

e Exhausted all the possible value for each of the parameters.
If it was too slow. The result for each iteration had no relationship so the trend of the result from the previous

runs could not be concluded

e Reinforcement learning
Faster than exhausting algorithm. Each iteration showed a better or equivalent result to the previous one.

BPJ-conclusion

With all the kernel optimization and parameter tuning following were the results that the team achieved as shown in
table2.

Table 2. BPJ results summary.

Stage Results
GPU - initial (before tuning) 40.04 slices/sec
GPU - final (after tuning) 193.06 slices/sec

Forward Projection (FPJ) optimizations

Analysis very similar to BPJ was done for FPJ and similar kernel optimizations for various parameters were applied after
looking at the VTune profiler characteristics. Based on the performance tuning characterization, 4 parameters were

defined, with those 4 parameters in bold in following kernel.
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for (int view = @; view < nView; view += BLOCK VIEW) {
range g range{nSeg * BLOCK VIEW, nCh, BLOCK STEP};
range 1 range{LX, LY, BLOCK STEP};
nd_range<3> k range{g range, 1 range};
q.parallel for(k range, [=](auto it) {
<prepare>
for (int step = @; step < nStep; step += BLOCK STEP) {
<loop body>
}

s
q.wait();

FPJ- conclusion

With all the kernel optimization and parameter tuning following were the results that the team achieved as shown in
table 3 for FPJ.

Table 3. FPJ Results summary.

Stage Results
GPU - initial (before tuning) 40.04 slices/sec
GPU - final (after tuning) 193.06 slices/sec

After both BPJ and FPJ optimizations and improved performance results, the original images as shown in Figures 9 and

11, were regenerated and bit mapping was done to make sure there was no image quality loss.

Real world implications
The authors detail the BPJ and FPJ algorithm optimizations but what makes all the work more meaningful is the real-
world implication of the work. With a potential speed up of approximately 5X in BPJ and roughly 2.5X in FPJ, the whole

image reconstruction algorithm can have an average speed up of roughly 3.7X. Image reconstruction being the most of

compute intensive part of medical imaging workflow, getting a speed-up of more than 3X by just fine tuning existing
algorithms and making it vendor neutral, can improve the overall compute efficiency of the workflow and accelerate the
time it takes to generate final human readable CT scan images. This acceleration can mean getting CT scan images
faster by a few seconds to few minutes, which could not only help with how many patients can be scan per day, thus
increasing patient outcome, better utilization of CT scanners at hospitals, but in emergency cases where radiologists
need to make conclusions quickly based on imaging data few minutes’ speed-up could potentially make a difference
between partial recovery to full recovery. Hence, using technology, both hardware and software to eventually improve

patient outcome is critical aspect of the work.
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CONCLUSIONS

Back projection and forward projection will remain to be critical elements to medical image reconstruction. So,
optimizations of these two compute intensive algorithms and migrations to a hardware vendor neutral programming
language (DPC++) provides opportunity for programmers and applications developers to speed up their algorithms based
on the optimization analysis shared here. The paper also provides to its reader a glimpse into possible CPU and GPU
performance numbers using DPC++. This paper focuses on medical image reconstruction algorithms but exact same
optimization process can be applied to algorithms in any industry including retail, hospitality, gaming, industrial, financial,
automotive and many more, where developers would like to have vendor neutrality of their code in a heterogeneous

infrastructure.

FUTURE SCOPE

The authors plan to continue further optimizing the algorithm and providing test results of optimized vendor neutral code
on CPUs, GPUs and FPGAs from multiple vendors, to show a comparative study of the work. The authors, also plan to
include Al based speed-up of similar algorithms in the future and if possible, add clinical impact of speed-up in a future
study. Additionally, applications of similar optimizations to other reconstruction algorithms in modalities like MR, PET, X-

ray could be done and applicability to segments outside of healthcare can be studied too.
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below.
Test configurations

Test environment
CPU: 2S Intel® Xeon® Scalable Platinum 8360Y
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GPU: Intel® Data Center GPU Flex Series 170 (pre-production hardware)
GPU-driver: agama-ci-prerelease-335
OS: Linux 5.10.54+prerelease3321, Ubuntu 9.3.0-17ubuntul1~20.04
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